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UNITED STATES DISTRICT COURT

EASTERN DISTRICT OF CALIFORNIA
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I, John W. Ayers, Ph.D, M.A., being duly sworn, depose and state as follows:
I.  Qualifications

1. I am the Deputy Director of Informatics and Head of Al at the Altman Clinical and
Translational Research Institute, Vice Chief of Innovation for Infectious Disease and Global Public
Health, and an Adjunct Associate Professor of Medicine and Qualcomm Institute Scientist at UC
San Diego. I hold a B.A. and M.A. in Political Science from California State University Bakersfield
and San Diego State University, respectively, and a Ph.D. in Social and Behavioral Science from
the Johns Hopkins Bloomberg School of Public Health. I also completed a computational
epidemiology fellowship at Harvard Medical School. My biosketch is attached as Exhibit 1.

2. My research is deeply focused on communication and policy. I have pioneered the
use of internet data—from sources such as social media, search engines, news media, and online
forums—to monitor public communication and guide public policy. I have published extensively
on misinformation, content moderation, and behavioral dynamics in the most preeminent scientific
publications and the most circulated journals in medicine and public health, including JAMA, JAMA
Internal Medicine, JAMA Network Open, and American Journal of Public Health. In 2017, I was
awarded the “Innovator in Regulatory Science” prize by the Burroughs Wellcome Fund.

3. I am an authority on artificial intelligence tools and their application to deepfakes
and misinformation. I have helped build, evaluate, and refine real-world Al systems. For example,
I have fine-tuned large language models for healthcare Q& A and deployed machine learning-based
surveillance tools like Tobacco Watcher, used by health organizations globally. My 2023 study,
Comparing Physician and Artificial Intelligence Chatbot Responses to Patient Questions Posted to
a Public Social Media Forum, in JAMA Internal Medicine, evaluating Al effectiveness for
responding to health questions from patients, was the most read article across the JAMA Network
that year.

4. I have rigorously evaluated online content-moderation tools. For example, my study
published in JAMA in 2024 evaluated the effectiveness of Community Notes on the X platform in
correcting vaccine misinformation and was arguably the first empirical analysis of counterspeech

interventions on social media. JAMA'’s Journal Impact Factor is 63.5, ranking it among the top five
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journals in medicine and science. As a result, mine is also the most visible study to empirically
assess the effectiveness of responses to misinformation.

5. I am a methodologist who specializes in the critical appraisal of research. I have
taught graduate-level courses on evaluating empirical claims, statistics, and informatics. [ have also
led original research on research methods and critical appraisal. For example, in “Effect size
reporting among prominent health journals: a case study of odds ratios” published by BMJ
Evidence-Based Medicine, we found that 57% of authors in leading medical and public-health
journals misinterpreted their primary findings (Chu et al. 2020). These experiences position me to
effectively evaluate Alvarez’s claims and provide an expert judgment on their validity.

II. Summary

6. I have been retained by counsel for the Plaintiffs in the above-captioned action and
have been asked to address the following:

a. whether counterspeech measures, such as X’s Community Notes or Grok Al
(“Grok™) features, are an effective way to combat political “deepfakes” or
misinformation generated by artificial intelligence on social media platforms
and whether censorship regimes, such as those created by the laws at issue in
this case—California’s Assembly Bills (“AB”) 2655 and 2839—are more or less
effective in combatting political deepfakes' or misinformation generated by
artificial intelligence than such counterspeech methods.

b. whether the following conclusions of Defendants’ expert R. Michael Alvarez
are correct and/or supported by the available evidence: (i) that political
deepfakes “may” impact voter behaviors, including by sowing confusion or
uncertainty and by generating distrust in political institutions and electoral
outcomes in the minds of citizens and voters (Alvarez Decl. 9§ 12-17); (ii)

whether political deepfakes are fundamentally “sticky,” such that they continue

! For purposes of this Declaration, I understand “political deepfake” to mean a synthetic video or audio
recording or image generated using artificial intelligence that falsely depicts a person saying or doing
something they never actually said or did in connection with an election, political campaign, or political
issue.
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to impact viewers even when the viewers know that their contents are fake
(Alvarez Decl. 9 22-24, 28-29, 53); (iii) whether political deepfakes are
resistant to subsequent correction or modification because of their “stickiness”
(i.e., their continued impact on viewers even if they have been de-bunked or
demonstrated as false) (Alvarez Decl. 99 22, 24, 39, 53); and (iv) whether,
because of the “stickiness” of political deepfakes, counterspeech methods like
Community Notes, or other forms of labeling, “pre-bunking” and “de-bunking”
(when deployed at a very large scale), are ineffective (Alvarez Decl. § 39).

c. whether the Political Deepfakes Incidents Database (“PDID”’)—which is cited
by Alvarez as demonstrating the problematic nature of deepfakes (Alvarez Decl.
9 10)—actually supports the conclusion that political deepfakes create a real
problem that AB 2655 and AB 2839 will adequately address or whether the
PDID demonstrates that counterspeech already effectively addresses political
deepfakes and that AB 2655 and AB 2839 will not effectively combat
misinformation generated by artificial intelligence on social media platforms.

7. A summary of my conclusions is as follows:

a. Iconclude that counterspeech measures—such as X’s Community Notes and Al
tools like Grok—are effective in combating political deepfakes and
misinformation on social media platforms. These tools harness the participatory
nature of social media to empower users, promote transparency, and provide
timely corrections that foster public trust. In contrast, AB 2655 and AB 2839,
which impose censorship through content removal or labeling, are unnecessary,
as counterspeech already provides a more effective, more scalable, and less
intrusive method to address online misinformation. In fact, AB 2655 and AB
2839 would only serve to undermine their effectiveness by replacing proven
counterspeech mechanisms with counterproductive censorship measures,

undermining effective responses to political deepfakes. I provide evidence for

these conclusions below in paragraphs 8-24.
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b. I conclude that:

1.

ii.

There is insufficient evidence to support the conclusions reached by
Defendants’ expert R. Michael Alvarez that are enumerated in Paragraph
6(b) above. Instead, Dr. Alvarez relies on supposition, speculation, and
extrapolation from unrelated research to make his claims. He cites only
three studies on the potential impact of deepfakes (Dobber et al. (2020),
Vaccari & Chadwick (2020), and Barari et al. (2025)), none of which
provided real-world evidence on the impact of deepfakes or support
Alvarez’s assertions that political deepfakes impact voter behavior, are
inherently “sticky,” resist correction, or render counterspeech less
effective. Furthermore, all three studies rely on contrived experimental
designs that lack direct comparison to AB 2655 and AB 2839 and risk
exaggerating the effects of deepfakes. Dobber et al. (2020) was a
laboratory experiment involving a single politician in the Netherlands,
using an extreme deepfake scenario where the politician, a member of a
Christian political party, joked about the crucifixion of Christ in an Al-
generated video. Even in that case, the study found that the deepfake had
only a modest effect on respondents’ views of the politician but did not
result in participants viewing the politician negatively. The remaining
two studies despite similar limitations and an experimental design biased
toward exaggerating the influence of deepfakes were negative. Despite
similar limitations, Vaccari and Chadwick (2020) concludes that the
deepfake did not deceive participants and Barari et al. (2025) concludes
that deepfakes are no more persuasive or better at deceiving people than
traditional media. Based on a critical appraisal of the most direct
evidence from studies investigating deepfakes, I conclude that AB 2655
and AB 2839 would not be expected to provide any benefit to the public

in limiting the risks of deception or deceptive influence.

Alvarez also summarizes the adjacent literature on misinformation to
support his claims about deepfakes. However, the Alvarez Declaration

contains numerous inaccuracies, exaggerations, and omissions,
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including the omission of a decades-old and comprehensive research
trend showing that communication interventions, like deepfakes,
generally have minimal effects on the public. In summary, the larger
evidence base on misinformation does not support his claims or the
proposed implementation of AB 2655 and AB 2839 that treats deepfakes
as a distinct risk to the public above and beyond other types of

misinformation.

iii. The claims made and research studies cited by Alvarez actually support
the expansion of counterspeech measures, such as X’s Community Notes
and Grok, rather than the imposition of censorship and labeling regimes,

like those in AB 2655 and AB 2839.

c. The PDID cited by Alvarez (see Alvarez Decl. § 10) does not support the notion
that political deepfakes pose a substantial problem warranting the censorship
and labeling frameworks proposed by California’s AB 2655 and AB 2839.
Rather, the PDID demonstrates that counterspeech measures are effective and
that AB 2655 and AB 2839 will be less effective than existing counterspeech

measures for dealing with the problems raised by political deepfakes.

III.  The Effectiveness of Counterspeech and Ineffectiveness of AB 2655 and AB 2839 to
Address Political Deepfakes

8. Community Notes is a crowdsourced feature that empowers lay users to propose
appending context to potentially misleading posts on the X platform (formerly known as Twitter).
When enough contributors from diverse perspectives agree that a note is helpful, it is shown in full
alongside the original post irrespective of who authored the post. Peer-to-peer comments enable
direct challenges to misinformation, including political deepfakes, fostering dialogue and
leveraging social media’s strength in community engagement (Broniatowski et al., 2021).

0. Research has demonstrated Community Notes’s accuracy, impact on reducing

DECLARATION OF JOHN W. AYERS 6



10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

shares/reposts and engagement with misinformation and disinformation,? ability to improve
deliberation, and ability to increase trust in fact checking.

10.  For example, Allen et al. (2024) assessed the accuracy of X’s Community Notes on
Covid-19 vaccinations. They found 97% of notes were entirely accurate; 2%, partially accurate,
meaning they addressed scientifically debated conclusions; and 0.5%, inaccurate. All notes are
required to include a justifying source. 49% of notes cited high-credibility sources (such as primary
data sources, like peer-reviewed studies); 44%, moderate-credibility sources (such as major news
outlets or fact checkers); and 7%, low-credibility sources (such as blogs or tabloids). The accuracy
of Community Notes is no accident; it illustrates how wisdom can emerge from diverse,
independent crowds when they are appropriately empowered (Surowiecki 2004).

11.  Renault et al. (2024) analyzed approximately 285,000 Community Notes on X to
evaluate their impact on the spread of misleading content. They found that adding a Community
Note approximately halved the number of re-Tweets of a Tweet (a 49.1% reduction), and increased
the likelihood of the Tweet being deleted by its creator by 80%. The authors also found significant
reductions in replies (32.4%) and quotes (34.6%). These findings suggest that Community Notes
are effective at mitigating the spread of misinformation and disinformation.

12.  While the study predates the formalization of Community Notes, real-world
evidence from Twitter demonstrates the effectiveness of counterspeech in combating ‘“hate
speech” on social media platforms. Garland et al. (2022) analyzed 131,366 political conversations

on German Twitter over four years. They examined both macro-level (population-wide) and micro-

2 Misinformation is false or inaccurate information—i.e., information that gets the facts wrong.
Disinformation is false information that is deliberately intended to mislead—i.e., information that is false
or inaccurate and was intentionally provided with knowledge that it was false or inaccurate.

3 Examples of “hate speech” employed in the study include “insulting or intimidating, encouraging
exclusion, segregation, and calls for violence, as well as spreading harmful stereotypes and disinformation
about a group of individuals based on their race, ethnicity, gender, creed, religion, or political beliefs.”
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level (conversation-specific) impacts of counterspeech, measuring how it affects “hate speech”
dynamics over time. They found that counterspeech frequently resulted in a decrease in “hate
speech” within the same conversation. The study concluded that counterspeech can be an effective
strategy for not only changing how users engage with a single post but how they engage in
deliberation across a social media platform.

13. Drolsbach et al. (2024) evaluated the trustworthiness of X’s Community Notes
compared to simple misinformation flags.* Using a large-scale survey experiment with 1,810
American participants and 36 real-world social media posts, the authors found that Community
Notes explaining why a post was misleading were significantly more trusted than simple
misinformation flags. Community Notes increased trust in fact-checks by approximately 4.8
percentage points overall over misinformation flags (95% CI [0.042, 0.055], p <0.001)—an 8.2%
relative increase. This suggests that context-rich explanations provided by Community Notes
enhance user trust.

14. Community Notes is entirely controlled by the public, a fact underscored by
instances where Elon Musk himself has been subject to Community Notes on many occasions (see,
e.g., Elon Musk (@elonmusk), X (Nov. 21, 2024, at 12:55 PM ET),
https://x.com/elonmusk/status/1859656862628708737 (last visited June 6, 2025)). As a result,
Community Notes can be consistently delivered and implemented, unlike censorship or flagging
that rests in the hands of insiders or those designated as “enforcers,” as with the regime under AB
2655 and AB 2839. Moreover, Community Notes are entirely open sourced, so all actions can be
reviewed and studied independently.

15. Censorship often backfires, as I have written in the American Journal of Public

4 “Misinformation flags” are visual signals, such as simple icons (like red warning signs or green
checkmarks) or more detailed explanations from “fact checkers” with links to their websites, that are often
used on social media platforms to alert users to potential misinformation or inaccuracies.
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Health (Broniatowski et al., 2021) and later in this declaration (see 4 21-22), creating a boomerang
effect where suppressed content becomes more desirable, and those censored are further isolated
from public discourse, limiting their exposure to contradictory evidence. Community Notes avoids
this by treating misinformation as a teachable moment, allowing users to see potentially
misinformed posts alongside accurate notes. This transparency fosters learning rather than
suppression, potentially helping users to recognize patterns in misinformation and become more
resilient against being misled. By focusing on teaching instead of censoring, Community Notes
empowers the public to critically evaluate information, promoting an enduring and collaborative
fight against falsehoods.

16. The effectiveness of Community Notes as a form of counterspeech is underscored
by its recent adoption across major platforms. Following YouTube’s implementation of a system
modeled on X’s Community Notes (YouTube Team, Testing new ways to offer viewers more
context and information on videos, YouTube Official Blog (June 17, 2024),
https://blog.youtube/news-and-events/new-ways-to-offer-viewers-more-context (last visited June
6, 2025)), Meta CEO Mark Zuckerberg announced that Facebook, Instagram, and Threads would
also transition to a community-driven system similar to Community Notes (Joel Kaplan, More
Speech and Fewer Mistakes, Meta (Jan. 7, 2025), https://about.tb.com/news/2025/01/meta-more-
speech-fewer-mistakes (last visited June 6, 2025)), replacing their longstanding fact-checking
program that included flagging and deleting posts similar to what AB 2655 and AB 2839 require.
This shift reflects growing recognition that community-driven counterspeech is more effective than
top-down moderation—where platform administrators or a small group of experts unilaterally
decide what content is flagged or removed—at promoting accuracy, user engagement, trust, and
transparency.

17.  While the community can engage collectively to provide corrections to misleading
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content, like political deepfakes, the potential scale of misinformation may also benefit from
autonomous and semiautonomous counterspeech, like that provided by artificial intelligence
systems, such as Grok.

18. Grok is an Al-assistant tool developed by X that can be used to ask questions or get
more information about posts.’ It represents a modern approach to autonomous and
semiautonomous counterspeech. Grok empowers users to critically evaluate and respond to
political deepfakes by automating the gold-standard “SIFT” method—Stop to assess content,
Investigate the content’s credibility and reliability, Find sources for better coverage, and Trace
claims, quotes, or media to their original source (Caulfield 2019). By enabling users to instantly
question and contextualize content, Grok amplifies the effectiveness of counterspeech on social
media platforms.

19. The recent study by Drolsbach et al. (2024) demonstrates that adding context to fact-
checking significantly increases user trust, and Grok’s design leverages that principle by
embedding context-rich explanations into real-time user experiences. This evidence underscores
that Al-driven tools can complement community-driven approaches like Community Notes,
combining scalability with personalized feedback loops that engage users at the point of exposure
to misinformation.

20.  Other counterspeech methods can be combined with tools like Community Notes
and Grok to make these interventions even more effective. For example, sometimes the person
posting content may flag it as “Al-generated,” sometimes users will comment on content to flag it
as such, and some social media sites employ fact-checkers to provide misinformation flags to Al-

generated content. None of these methods of counterspeech is mutually exclusive of the others.

5 See About Grok, Your Humorous Al Assistant on X, X Help Center, https://help.x.com/en/using-x/about-
grok (last visited June 6, 2025).
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When employed collectively, counterspeech provides a powerful response to various types of
online speech, including misinformation (Garland et al. 2022).

21.  In contrast, censorship strategies, such as those proposed by California’s AB 2655
and AB 2839, lack evidentiary support and risk amplifying misinformation’s impact, including the
impact of deepfakes (Broniatowski et al. 2021). Scholarly research demonstrates that content
subjected to censorship or suppression often experiences heightened public attention and perceived
persuasiveness (Cialdini 2006)—a well-documented phenomenon termed the “Streisand Effect,”
wherein attempts to suppress information inadvertently amplify its visibility and allure (Jansen and
Martin 2015). Moreover, such censorship practices erode public trust in institutions, as the practices
are frequently perceived as employing authoritarian control over narratives, thereby fostering
widespread skepticism and alienation (DiFonzo 2010). Hence, AB 2655 and AB 2839 have the
potential to make censored content more persuasive and sought-after and to undermine the
credibility of California institutions.

22.  Additionally, the effectiveness of the active, already-effective counterspeech
methods outlined above would be undermined by AB 2655 and AB 2839, which would supersede
them for addressing political deepfakes in favor of ineffective and counterproductive methods, like
censorship. The public cannot have a conversation about potentially misleading speech if content
is deleted. Specifically, the public cannot de-bunk and learn from de-bunking misinformation if the
content is already censored, undermining evidence-based communication and the development of
an informed populace.

23.  Such public conversations are often the best way to discover the truth, as it is not
uncommon to learn that today’s misinformation turns out to have, in fact, been true. A notable
example is COVID-19’s origin. In early 2020, the idea that the virus originated from a laboratory

in Wuhan, China was widely dismissed as a conspiracy theory and labeled as misinformation, and
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many social media platforms, including Facebook, actively removed content suggesting a lab-based
origin for the virus (Roos 2021). However, as investigations progressed, perspectives began to shift.
By 2021, Facebook reversed its policy, allowing discussions about the lab-leak hypothesis (Miller
2021). Subsequent assessments by U.S. intelligence agencies, including the FBI and the
Department of Energy, concluded with varying degrees of confidence that a laboratory incident
was the most plausible explanation for the pandemic's origin (Gordon 2025). Allowing robust and
open public conversations about this topic would have allowed us to better evaluate this claim and
to have done so more quickly.

24.  Yet California attempted to legislatively censor conversations about COVID-19
through AB 2098 in September 2022, defining the dissemination of misinformation or
disinformation about the virus by physicians as unprofessional conduct, potentially subjecting them
to disciplinary action, including license revocations. Critics argued it chilled free speech by
discouraging physicians from questioning official views, especially given the evolving nature of
science. The law was ultimately repealed after legal pressure, which news reports attributed to
skepticism over its constitutionality and the realization that many unconventional views on
COVID-19 proved correct while the mainstream narrative did not (Liberty Justice Center 2024).
This outcome may serve as a cautionary tale for AB 2655 and AB 2839 as well to err on the side
of more speech.

IV.  Professor Alvarez’s Conclusions Are Unsupported By the Evidence He Cites.

25.  Alvarez’s claims that political deepfakes could impact voter behavior (Alvarez Decl.
99 12-17), are inherently “sticky” (99 22-24, 28-29, 53), resist correction (Y 22, 24, 39, 53), and
cannot be effectively corrected by counterspeech on a very large scale (9 22-25, 39), lack direct
empirical support. Instead, Alvarez relies on an imprecise and incomplete extrapolation from the

larger misinformation literature; the substance of what he cites does not support his conclusions.
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26.  First, nearly all of Alvarez’s claims about deepfakes are speculative. Many of his
citations are of limited relevance to his thesis. For example, Alvarez Decl. 4 12 does not include a

99 ¢¢

single citation supporting how political deepfakes “can” “sow confusion.” Instead, he cites two of
his academic books that the publishers describe as focusing on “develop[ing] a new theory of
[survey] response”® (Alvarez and Brehm 2002)—an area of research entirely unrelated to his claims
about deepfakes—and provide “clear and striking evidence that people are not likely to vote for
candidates about whom they know very little”” (Alvarez 1998)—the opposite of being confused by
a deepfake. Notably, he uses the tentative “can,” rather than stating that deepfakes “do” sow
confusion. This pattern of raising a circumspect claim and failing to directly support it is similar
across his entire declaration. As a result, his claims are based less on deepfake research and more
on speculation surrounded by citations to unrelated research. Consequently, relying on literature
that lacks direct engagement with misinformation or deepfakes risks overlooking critical factors
essential to understanding real-world strategies to address deepfakes today and the role that AB
2655 and AB 2839 should not play.

217. Second, Alvarez’s summary and extrapolation of the literature on misinformation in
support of his claims about deepfakes ignores studies finding that misinformation generally has no
appreciable effects. For example, Guess et al. (2018) examined the effects of exposure to fake news
during the 2016 U.S. presidential campaign and found that fake news impacted a relatively small

proportion of the public. Similarly, Bail et al. (2020) assessed the impact of a highly targeted

Russian disinformation campaign on Twitter users in late 2017 and found minimal effects on users’

6 See R. Michael Alvarez and John Brehm, Hard Choices: Easy Answers: Values, Information, and
American Public Opinion, Princeton University Press,
https://press.princeton.edu/books/paperback/9780691096353/hard-choices-easy-answers (last visited June
6, 2025) (publisher’s commentary and citation for the original material).

7 See R. Michael Alvarez, Information and Elections, University of Michigan Press,
https://press.umich.edu/Books/I/Information-and-Elections2 (last visited June 6, 2025) (publisher’s
commentary and citation for the original material).
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political attitudes. These are critical omissions. Bail et al. (2020) was published in one of the most
widely circulated scientific journals (Proceedings of the National Academy of Science) and was
featured in dozens of news reports, shared across social media by experts, and ranks as one of the
most widely talked about modern studies in the history of Altmetric.®

28. Third, Alvarez’s claims are often misleading, even when he cites work potentially
relevant to his claims. For example, his claim to have published in “peer reviewed journals about
the causal effects of social media platform’s content moderation policies (MISDOOM 2023)”
suggests he has studied content-moderation policies. However, he did not perform any
programmatic evaluation of any systematic campaign or procedures, such as those outlined in AB
2655 and AB 2839. Instead, his study focused on how engagement with President Donald Trump’s
posts on X changed after certain posts from President Trump were labeled as misinformation and
President Trump was banned from the platform in January 2021. Not surprisingly, engagement
declined as President Trump was no longer on the platform.

29.  Fourth, studies on misinformation align with an over 80-year-old body of literature
on the minimal effects of media in political communication—what is called “the minimal effects”
model of media communication. Beginning with Lazarsfeld et al. (1944) and continuing through
subsequent decades covering online information (Bennett and Iyengar 2008), this research tradition
consistently finds that, even when political campaigns spend billions, their influence on elections
is limited. These studies emphasize that political attitudes and behaviors are often shaped by deep-
seated beliefs, making them resistant to change through short-term media exposure.

30.  The broader literature does not yet provide compelling evidence that legislation

8 Assessing the Russian Internet Research Agency’s impact on the political attitudes and behaviors of
American Twitter users in late 2017, Altmetric, https://duke.altmetric.com/details/71161790 (last visited
June 6, 2025); see also What are altmetrics?, Altmetric, https://www.altmetric.com/about-us/what-are-
altmetrics (last visited June 6, 2025).
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specifically targeting deepfakes is necessary, in part because the empirical evidence on both
deepfakes and misinformation’s political impact remains sparse and inconclusive. The
interpretations by Alvarez are hyperbolic, misleading, and ignore the general theme of the larger
body of literature that states that the effect of any communication is minimal.

31.  Now specific to Alvarez’s claims on the effect of deepfakes, consider the following:
Alvarez only cites three studies (Dobber et al. (2020), Vaccari & Chadwick (2020), and Barari et
al. (2025) that directly address the impacts of political deepfakes. I address each study in turn, as
follows.

32.  Dobber et al. (2020) has several limitations that prevent it from being generalized to
the potential impact of AB 2655 and AB 2839, including: (i) it is a study of a single politician in
the Netherlands; (ii) the study was based on an extreme deepfake of a Christian political party
member (the CDA) making a joke about the crucifixion of Christ to participants that identified as
observant Christians; (iii) the study does not rely on real-world evidence and is instead constrained
to an artificial experimental setting where participants were encouraged to focus on the deepfake
and are immediately asked questions about the politician in the deepfake; and (iv) the outcome used
in the study has not been previously validated.

33.  Despite this extreme deepfake scenario, study participants viewing the deepfake still
viewed the politician favorably—i.e., the effect of the deepfake was minimal, as the literature would
predict. The outcome was measured using a 7-point Likert scale where 1 = Strongly Disagree, 2 =
Disagree, 3 = Somewhat Disagree, 4 = Neither Agree nor Disagree, 5 = Somewhat Agree, 6 =
Agree, and 7 = Strongly Agree. Participants in the Control group (M = 4.62, bootstrapped 95% CI
[4.46, 4.78]) scored marginally higher than those in the Exposed group (M = 4.31, bootstrapped
95% CI [4.13, 4.49]) on the outcome variable (Figure 1). In practical terms, this difference did not

meaningfully shift overall sentiment, as the average respondent still leaned positive toward the
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politician—between “Neither Agree nor Disagree” (4) and “Somewhat Agree” (5). If exposure to
this unusually provocative deepfake video—depicting the politician making a joke out of Christ’s
crucifixion (“But as Christ would say, don’t crucify me for it.”)—had no substantial effect, it is
highly likely that mundane deepfakes targeting policy stances or everyday behavior would produce

equally small, if not smaller, effects on political attitudes.

Figure 1

Mean Assessment of a Dutch Christian Democrats (CDA) Politician in the Netherlands
with Deepfake Exposure (Joking about Christ's Crucifixion)

7 i 7= Strongly-Agree

(o))

6 = Agree

w
T

5 = Somewhat-Agree

4 = Neither Agree-ner-Disagree

w

3 = Somewhat-Disagree

N

2 = Disagree

Mean Assessment Score (1-7 Likert Scale)
IS

Exposed Control
Deepfake Exposure

34. Moreover, a retest on perceptions of the politician’s political party yielded negative
results—respondents that were, and were not, exposed to the deepfake about Christ’s crucifixion
had similar views of the politician's political party. Consequently, even the authors of the study
characterized their findings as mixed. As a result, Alvarez’s claims about the dramatic effects of
deepfakes are not supported by this study.

35.  Vaccari & Chadwick (2020) conducted an experimental study in which participants
were exposed to a deepfake video depicting former President Barack Obama calling President
Donald Trump a “dipshit.” In the study design, one group of participants viewed the full video of

the deepfake, which included an educational segment revealing that the statement was fabricated.
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Two other groups viewed shorter clips that omitted this educational reveal, thereby presenting the
“dipshit” statement as if it were authentic. After viewing the video, participants were asked: “Did
Barack Obama ever call Donald Trump a ‘dipshit’?” Respondents could answer “Yes,” “No,” or “I
don’t know.” Participants who answered “Yes” were classified as deceived; those who answered
“No” were classified as not deceived; and those who answered “I don’t know” were classified as

uncertain, which the researchers interpreted as evidence that the deepfake had sown confusion.

Table 1 Vaccari & Chadwick (2020) Deepfake Results

Treatment Group Yes (%) | No (%) | | Don’t Know (%)

4-second deceptive deepfake 14.9% 50% 35.1%

26-second deceptive deepfake 16.4% |46.7% |36.9%

70-second full video with 16.9% 55.6% | 27.5%
educational reveal it was a
deepfake
36. The researchers compared the distribution of “Yes,” “No,” and “I don’t know”

responses (see Table 1) across the groups that saw the educational reveal versus those that did not.
They found that participants who saw the deceptive deepfake videos (without the educational
reveal) were not significantly more likely to answer “Yes.” Consequently, the authors concluded
that the deepfake did not deceive participants. Extrapolating from this finding, one might argue
that the public would not be deceived by deepfakes, including under AB 2655 and AB 2839.

37. They also found that participants exposed to the deceptive deepfake videos were

significantly more likely to answer “I don’t know,” which they argued indicated that the videos
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generated uncertainty about whether the statement was true. This interpretation is deeply flawed.
Answering “I don’t know” is the fundamentally correct response to the question, given that the
video was a deepfake. I do not know if Barack Obama ever called Donald Trump a “dipshit,” nor
would any reasonable person, since no one can observe all public and private contexts in which
Obama may have discussed Trump. Therefore, the premise that answering “I don’t know” is
indicative of harm from watching the deepfake is unconvincing. Indeed, exposure to the deepfake
video arguably increased the prevalence of the correct answer.

38. The authors further claimed that because participants who answered “I don’t know”
also reported lower trust in news media, and because exposure to the deepfake coincided with more
“I don’t know” responses, deepfakes cause distrust in media. This claim is equally problematic. It
could just as plausibly be the case that individuals who are generally skeptical are both more likely
to answer “I don’t know” and more likely to express skepticism of the news media. Skepticism is
a virtue, especially for scientists. We want a public that demands hard evidence before accepting
something as true, which is also consistent with the evidentiary standards in courts of law. Notably,
the authors reported that exposure to the deepfake itself was not statistically related to participants’
self-reported trust in media, further undermining any causal argument about deepfakes and distrust
in media.

39. The study has other important limitations that may prevent it from generalizing to
the context of AB 2655 and AB 2839 for several reasons:

e Population Differences: The study sampled British citizens, not U.S. citizens,
raising questions about cultural, political, and media consumption differences that
could influence responses to deepfakes.

e Experimental Design: The study presented participants with a single, controlled

exposure to a deepfake video, which differs from real-world social media exposure.
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Under these circumstances, one could argue that the effects of exposure might be
artificially amplified, as the researchers primed and prompted responses from
participants.

e Experimental Limitations: The study did not include a true control group. All
participants were exposed to some version of the deepfake video, preventing a direct
assessment of the potential effects of exposure compared to no exposure.

40. Regardless of the limitations, the results of this study under any reasonable
judgement do not support Alvarez’s claims that deepfakes either deceive or sow distrust.

41. Barari et al. (2025) conducted an experimental study to examine the potential for
political deepfakes to uniquely deceive the public compared to other forms of misinformation. The
researchers designed an experiment that exposed participants to political scandals involving then-
Senator Elizabeth Warren, a Democratic candidate for President, presented in different formats:
video deepfakes, audio recordings, textual reports, and traditional negative campaign
advertisements. Their goal was to test whether deepfakes are particularly deceptive or persuasive
compared to these other media.

42. To assess the credibility of the conditions, respondents were asked whether they
strongly disagreed, somewhat disagreed, neither agreed nor disagreed, somewhat agreed, or
strongly agreed that the content portraying the candidate was fake or doctored. The result:
Deepfakes, with a deception rate of 42% (calculated as the combined percentage of respondents
who strongly or somewhat disagreed that the content was fake or doctored), were statistically no
better at deceiving participants than the same information presented in audio (44%) or text (42%).
Specific to AB 2655 and AB 2839, this finding demonstrates that deepfakes are no more credible
or persuasive than equivalent information presented in text or audio formats or through traditional

negative advertisements. Therefore, Alvarez’s claims that deepfakes pose an exaggerated harm are
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contradicted by this study.

43.  To assess participants’ views of the candidate depicted in the deepfake and other
conditions, the researchers employed a feeling thermometer, which asked respondents to rate their
overall impression of the candidate on a scale from O (very cold/unfavorable) to 100 (very
warm/favorable). The result: Deepfakes, with an average thermometer rating of 41.9, elicited levels
of candidate dislike that were statistically indistinguishable from those elicited by the same
information presented in audio (42.4) or text (42.7) formats. Specific to AB 2655 and AB 2839,
this finding underscores that deepfakes are no more effective at negatively influencing attitudes
toward a political figure than equivalent information presented in other formats.

44.  Like the other deepfake studies cited by Alvarez, Barari et al. (2025) also employed
an experimental design, as opposed to real-world observation, that likely exaggerates the effects of
deepfakes compared to real-world settings. Nevertheless, the results were negative. Therefore,
Alvarez’s claims that deepfakes pose an exaggerated harm by deceiving and influencing the public
are contradicted by this study.

45.  Given that Alvarez presents so little empirical evidence on the effects of deepfakes,
it follows that the following additional claims that he makes about the impacts of deepfakes lack
support. I address each claim in turn, as follows.

46.  Impact on Political Behavior (Alvarez Decl. 9 12-17): Alvarez provides no
empirical supporting evidence for the claim that political deepfakes likely impact voter behavior.
Instead, the only studies cited by Alvarez on the potential effects of deepfakes are experimental in
nature and do not include any behavioral outcomes (see supra, 9 31-44). Alvarez’s claim requires

real-world evidence, which has yet to be developed.
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47. Political Deepfakes’ Alleged “Stickiness” (Alvarez Decl. §9 22-24, 28-29, 53):
Alvarez’s claims that deepfakes produce unique or durable effects beyond those of other forms of
misinformation—such as being especially “sticky” or having lasting impact—are empirical claims,
yet he provides no direct evidence (Alvarez Decl. 44 22-24 53). I conducted a thorough review
using various search engines, including Google Scholar, and could not identify a single study that
examined the duration of political deepfake effects relative to other forms of misinformation.
Similarly, his assertions about the microtargeting potential of deepfakes (Alvarez Decl. 9 28-29)
lack empirical support. Specifically, he cites Simchon et al. (2024) to support the claim, but that
study does not mention deepfakes and instead focuses on developing tailored campaign
advertisements, finding only modest improvements in persuasiveness within a simulated political
scenario that may not extrapolate to the real world or to the specific policy concerns addressed by
AB 2655 and AB 2839.

48.  Political Deepfakes Resist Correction (Alvarez Decl. 9 22, 24, 39, 53): There is
a tension between Alvarez’s assertions that political deepfakes are sticky and therefore resist
correction (at 9 22—-24) and his concession in paragraph 41 that “[s]ubstantial research indicates
that labeling misinformation is generally effective at limiting its credibility and spread.” Alvarez
never explains how counterspeech methods, which often label deepfakes as false and/or Al-
generated, are not “generally effective,” given the research he cites in paragraph 41. Moreover, he
does not address whether the Labeling Requirements of AB 2655 and AB 2839 are more or less
effective than counterspeech methods that label deepfakes as false and/or Al-generated.

49.  Inany event, Alvarez’s conclusions are not supported by the available research. My
literature review shows that Community Notes, Grok, and other types of counterspeech can address
misinformation effectively, including deepfakes, as I discuss further in my analysis of the PDID

(see infra, 99 53-82).
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50. Counterspeech Effectiveness (Alvarez Decl. § 39): Alvarez’s assertion that
counterspeech methods like Community Notes, pre-bunking, or de-bunking—when deployed on a
very large scale—are ineffective at addressing political deepfakes is not supported by empirical
data. To the contrary, multiple studies have demonstrated the effectiveness of counterspeech
interventions in correcting misinformation. For instance, Community Notes on X and user-
generated comments have been shown to promote transparency, enhance user trust, and foster real-
time corrections (see infra, 4 8-20). By focusing on collaborative, scalable, and user-centered
solutions, counterspeech interventions leverage the participatory nature of social media platforms
and have consistently been recognized as best practice in addressing online misinformation.
Moreover, Alvarez himself advocates in a video-recorded interview shared by his employer
CalTech’ for pre-bunking and de-bunking tools like Community Notes and for the use of Al tools,
similar to Grok, although this was omitted in his declaration. Specifically, he and his colleague are
developing automated tools that flag and provide context for misinformation, providing a service
that is duplicative of how existing counterspeech measures, such as Community Notes and Grok,
already behave and is a less speech-restrictive alternative to the censorship regimes of AB 2655
and AB 2839. In the video, Professor Alvarez claims that these new automated tools can be
effectively deployed “at scale very quickly.”!°

51. Alvarez’s arguments actually support counterspeech as an effective response
to deepfakes. For instance, he references recent research by Appel and Prietzel (2022), who

demonstrate that people can often detect political deepfakes—even after omitting some deepfakes

from the study because they were low quality or editing deepfakes that were included in the study

% CalTech, Combating Misinformation Online Using Artificial Intelligence (YouTube, Oct. 24, 2022),
https://www.youtube.com/watch?v=ABgGWYcGd7U (last visited June 6, 2025).

107d. at 16:45-17:39.
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to make them less identifiable—suggesting that user detection and counterspeech may be sufficient
to mitigate their potential harm. Additionally, Alvarez highlights how technical solutions show
promise, where Guarnera, Giudice, and Battiato (2020) report that a preliminary deepfake detection
software can achieve up to 99.81% accuracy by analyzing convolutional traces, suggesting that
technologies like Grok may also viably detect deepfakes. In fact, large-language models, like Grok,
have shown strong performance in external evaluations of deepfake detection by researchers
outside of X (Ren et al. 2025). Moreover, there is a large and growing market of deepfake detection
tools being made available to the enterprise and consumer marketplace beyond the scores of
consumer large language models, like Grok. Table 2 includes a list of a small portion of these tools
that I identified in a few minutes searching the web. For example, Deepfake Detector
(https://deepfakedetector.ai) has a user interface for consumers to paste in a URL to a video or
audio file and a browser extension so that deepfakes can be detected as users browse the web,
including social media sites. Last, Alvarez writes that “pre-bunking and de-bunking are promising
methods for countering misinformation and political deepfakes,” while adding that “it is not clear
at present how these methods could be deployed at a very large scale (say the state of California)”
without addressing the fact that Community Notes and Grok are already such scalable solutions
being adopted. Collectively, the studies cited above in this paragraph suggest that deepfakes are not
as insidious as feared, and that both human and technological methods can play an effective role in

identifying them through counterspeech.
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Table 2: The Market for Available Deepfake Detection Tools is Large and Growing

Company URL
Reality Defender https://www.realitydefender.com
Sensity Al https://sensity.ai
Sentinel https://thesentinel.ai
Attestiv https://attestiv.com
The Hive https://thehive.ai

Intel’s FakeCatcher

https://newsroom.intel.com/artificial-intelligence/intel-introduces-real-time-
deepfake-detector (newsroom.intel.com)

Microsoft’s Video
Authenticator

https://blogs.microsoft.com/on-the-issues/2020/09/01/disinformation-
deepfakes-newsguard-video-authenticator/ (blogs.microsoft.com)

DeepFake-o-Meter

https://zinc.cse.buffalo.edu/ubmdfl/deep-o-meter/landing page

Pindrop https://www.pindrop.com/product/pindrop-pulse/
Resemble https://www.resemble.ai/detect/
DeepfakeDetector https://deepfakedetector.ai
DeepfakeProof https://duckduckgoose.ai
Al or Not https://www.aiornot.com
Amped Authenticate https://ampedsoftware.com/authenticate
52.  Opverall, Alvarez’s Declaration fails to provide evidence that deepfakes
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meaningfully impact political behavior, are sticky, resist correction, or render counterspeech
ineffective. His claims rely on speculation and incomplete literature reviews rather than rigorous
empirical analysis. By contrast, the available research—including some sources that Alvarez
himself references—suggests that existing counterspeech measures like Community Notes and
Grok are effective, scalable solutions to address the challenge of political deepfakes, underscoring
the value of counterspeech over censorship.

V. The Political Deepfakes Incidents Database Relied Upon by Prof. Alvarez Does Not
Support His Conclusion That Political Deepfakes are a Prevalent Threat.

a. The Political Deepfakes Incidents Database and Analysis

53. In his declaration, Alvarez cites the PDID as an example of current research into the
“production, dissemination, and reach” of political deepfakes, and Alvarez claims the PDID
provides “an estimate about the proliferation of political deepfakes.” Alvarez Decl. § 10. The PDID
is a collection of political, synthetically created videos and images, collected primarily from social
media posts on platforms including X, Facebook, Instagram, YouTube, and TikTok, and news
articles.!! According to its creators, the goal of the PDID is to implement “a comprehensive and
interoperable collection of political deepfakes and cheapfakes” to “facilitate research on their usage
in politics.”!? At the time of Alvarez’s declaration, the database contained “over 800 political
deepfake incidents.” Alvarez Decl. § 10. Data collection is ongoing and constantly changing,
however. The PDID contained 1,188 examples of political deepfakes on April 24, 2025, which is

the moment in time I examined in my analysis.'?

" Walker, Christina. P., et al. Merging Al Incidents Research With Political Misinformation Research:
Introducing the Political Deepfakes Incidents Database, 38 PROCEEDINGS OF THE AAAI CONFERENCE ON
ARTIFICIAL INTELLIGENCE 21, 23053, 23055 (Mar. 2024),
https://0js.aaai.org/index.php/AAAl/article/view/30349. The database is available at
https://airtable.com/appOU03dIKuBdbmty/shrEkrY INbrcKQ3z/tbleGYjNLn2D4 X fzs.

12 1d. at 23055.

13 The April 24, 2025 date was selected to give me ample time to perform and complete my analysis by the
deadline set by the Court.
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54.  As part of my research, I conducted an analysis of all of the political deepfakes
included in the PDID as of April 24, 2025 to determine whether the PDID supports (i) Alvarez’s
conclusions about the dangers of political deepfakes; (ii) Alvarez’s conclusions about the
ineffectiveness of counterspeech in addressing any issues raised by political deepfakes; and (iii) the
conclusion that the censorship and labeling regimes established by AB 2655 and AB 2839 will
effectively combat any misinformation generated by the political deepfakes included in the PDID.

55. I found that 94.1% of all non-duplicate incidents in the database either (i) had one
or more counterspeech methods identifying them as being a deepfake, Al-generated, or otherwise
manipulated or (ii) were, on their face, not covered by AB 2655 and AB 2839. When limiting the
analysis to incidents that appear on the platforms hosted by Plaintiff in this case, X, I found that
97.5% of all the non-duplicate posts cited in the database either had a counterspeech method or
were not covered by the statutes.'* When performing this analysis using the number of
engagements—measured as the total number of views or likes—I found that 99.9% of all
engagements with non-duplicate incidents in the PDID (that were still publicly available at the time
of my analysis), were either identified through a counterspeech method or were not covered by the
statutes. A detailed breakdown of my analysis is as follows.

56. I first filtered out any duplicate links'> or entries that did not have (or had faulty)
links. Out of the 1,188 incidents reported in the PDID as of April 24, 2025, I found that there were
656 distinct, non-duplicate posts.

57.  Ithenreviewed the 656 non-duplicate incidents in the database to determine whether

they exhibited at least one counterspeech method disclosing the content as a deepfake, Al-

4 As discussed below, as of April 24, 2025, the PDID contained no incidents reported from Rumble. Infia
q75.

15 Note, I only filtered out entries as duplicates if they contained the exact same link. I did not remove entries
that contained the same content if they were posted on different platforms or by different users on the same
platform.
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generated, or otherwise manipulated.
58. I focused on the following four counterspeech methods when conducting my
analysis:
a. Whether the post itself disclosed that it was a deepfake, Al-generated, or
otherwise manipulated. For example, I considered the post in Figure 2 below,
which states “[t]his is an Al generated video of Kamala Harris and Donald

Trump,” as affirmatively disclosing the Al-generated nature of the content.

Figure 26

S Post

Q Wanyama Wafula | Ghost m o -

This is an Al generated video of Kamala Harris and Donald Trump. It is
interesting how fast Artificial Intelligence is catching up as computing
power increases in the world

000/018 @ & ¥ O

b. Whether the post had a Community Note or other fact-checking feature
disclosing that it was a deepfake, Al-generated, or otherwise manipulated. For

this analysis, I looked at the Community Notes feature available on the X

16 Available at https://x.com/wanyama__wafula/status/1825101974548730190 (last visited June 6, 2025).
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platform, Facebook’s third-party fact checker feature,!” and a feature on
YouTube that flags Al-generated content.'® As I describe above, Community
Notes are an effective method of combatting misinformation by informing
viewers that the post contains false or misleading information. For example, the
post in Figure 3 below depicting Hillary Clinton endorsing Ron DeSantis
includes a Community Note clearly identifying it as an Al-generated video

depicting something that did not actually happen.

Figure 3"

« Post

=
g moesa -

You can tell a lot about a candidate by what opposition party leaders say
about them...

Readers added context they thought people might want to know

This is an Al generated video. Hillary Clinton did not endorse Ron DeSantis.

Do you find this helpful?

17 See How is Facebook addressing false information through independent fact-checkers? , FACEBOOK HELP
CENTER, https://www.facebook.com/help/1952307158131536 (last visited June 6, 2025). Recently, Meta
has begun to implement a Community Notes feature similar to the Community Notes feature on X while
ending its third-party fact checking program. See Testing Begins for Community Notes on Facebook,
Instagram and Threads, Meta (Mar. 13, 2025), https://about.fb.com/news/2025/03/testing-begins-
community-notes-facebook-instagram-threads/ (last visited June 6, 2025).

18 See  Disclosing use of altered  or  synthetic content, YouTube Help,
https://support.google.com/youtube/answer/14328491?hl=en (last visited June 6, 2025).

19 Available at https://x.com/ramble_rants/status/1645760735266451456 (last visited June 6, 2025).
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c. For incidents that were posted on the X platform, I also looked at whether X’s

Grok Al feature identified the post as a deepfake, Al-generated, or otherwise

manipulated. Recently, X has introduced a new “explain this post” feature,

depicted in Figure 4 below, that appears on the right-hand corner of posts, and

when tapped, directly provides users with an explanation of the post.2° The left-

hand picture in Figure 4 depicts the Grok icon and the right-hand picture depicts

the explanation given when the Grok “explain this post” was clicked. For this

analysis, I looked at whether, when a user taps the Grok “explain this post”

button, Grok would provide an explanation that the post was a deepfake, Al-

generated, or otherwise manipulated. For example, in the post in figure 4 below,

when clicking on the Grok “explain this post” feature, Grok discloses the post

as featuring “Al-generated images.”

20 See Bringing Grok to Everyone, XAl (Dec. 12, 2024), https://x.ai/news/grok-1212 (last visited June 6,
Musk

2025); see also  Elon

Figure 4

(@elonmusk),

X

A @ecliothiggins. bsky.social & @Eliott

= ol Making pictures of Trump getting arrested while waiting
. for Trump’s amest.

« The X post by Eliot Higgins on March 20, 2023, features Al-generated images

created with Midjourney, depicting a fictional arrest of Donald Trump by police,
reflecting public speculation during a time when Trump faced multiple legal
investigations, including a New York probe into hush money payments that led
to his eventual indictment on March 30, 2023.

« Higgins, founder of Bellingcat, a group known for open-source investigations,

used these images to engage followers while awaiting real developments in
Trump’s legal battles, highlighting the growing role of Al tools like Midjourney in
creating hyper-realistic but fabricated visuals that can influence public
perception.

« The post gained traction amid heightened scrutiny of Trump’s legal issues, such

as the House Oversight Committee’s 2019 subpoena for his tax returns and the
2023 arrest rumors, showing how digital media can amplify narratives, though
Higgins later faced a Midjourney ban for the viral thread.

G 4 web pages

(Dec. 12, 2024, 8:30

https://x.com/elonmusk/status/1867381424225128863?s=52 (last visited June 6, 2025).
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d. Whether other users had flagged or discussed in replies or comments to the post
that the post may be inauthentic or was a deepfake, Al-generated, or otherwise
manipulated.

59.  When conducting this counterspeech analysis on the 656 non-duplicate incidents in
the PDID, I found that 406 out of the 656 incidents, or approximately 61.9%, had one or more
of the counterspeech methods detailed above. Of note, some additional forms of counterspeech
were not observed in this analysis, such as users asking a third-party provider like AskPerplexity?!
about the post, searching online about the post, or asking a friend about the post. As a result, these
are conservative undercounts of the true rate of counterspeech, which will, in fact, be higher.

60.  Next, I examined the remaining 250 incidents that did not exhibit at least one of the
above-referenced counterspeech methods. For those posts, I conducted an analysis to see whether
they would be covered by AB 2655 and AB 2839.

61.  First, 1 looked at whether the post portrayed an individual covered by the statutes.
AB 2655 applies to content depicting (i) a candidate for elective office; (ii) an elections official; or
(i1) an elected official, “portrayed as doing or saying something” that they “did not do or say.” See
Cal. Elec. Code § 20513(a)(2); § 20514(a)(2). A “candidate” is defined as “any person running for
a voter-nominated office as defined in Section 359.5 [which includes congressional or state elective
office], any person running for the office of President or Vice President of the United States, and
any person running for the office of Superintendent of Public Instruction.” § 20512(c). An
“elections official” is defined as “[a]n elections official as defined in Section 320 [which includes

persons charged with or having jurisdiction over conducting an election]” and the Secretary of

21 Users are allowed to ask questions, generate images, and access real-time search directly inside their
favorite social and messaging apps, all without ever leaving the chat, through AskPerplexity. See
https://www.social.perplexity.ai.

DECLARATION OF JOHN W. AYERS 30



10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

State. § 20512(g). An “elected official” is not defined. AB 2839 applies to content depicting (i) a
candidate for any federal, state, or local elected office in California; (ii) an elections official; or (iii)
an elected official, “portrayed as doing or saying something” that they “did not do or say.”
§ 20012(b). AB 2839 also covers depictions of a “voting machine, ballot, voting site, or other
property or equipment related to an election in California portrayed in a materially false way.” Id.
As such, I excluded as not covered by the statutes any posts that did not portray a candidate for
U.S. President, U.S. Vice President, or California voter-nominated office; an elections official; a
California elected official; or property or equipment related to an election in California.??

62.  Second, 1looked at whether the post was not covered by the statutes since it did not
constitute “materially deceptive content.” Both AB 2655 and AB 2839 apply to “materially
deceptive content” that is defined as “audio or visual media” that is “digitally created or modified”
that would “falsely appear to a reasonable person to be an authentic record of the content depicted
in the media.” § 20512(i)(1); § 20012(£)(8).

63.  In order to analyze whether each post was “materially deceptive,” I looked at
whether the content appears authentic to a reasonable person. Recognizing that reasonable minds
may differ and this may be difficult to determine, I erred on the side of over-inclusivity and only

excluded posts that depicted an impossible or highly unlikely scenario, such that no reasonable

person would think it appeared authentic. For example, the X posts in Figures S and 6 below

depicting Donald Trump and Elon Musk as Captain America or depicting Donald Trump as a

Revolutionary-Era soldier would not be materially deceptive, since no reasonable person would

22 Under this analysis, I counted as not covered by the statute posts that depicted individuals that, at the time
the post was made, and at any time after, were not elected officials or candidates for elected office as defined
by the statute even if, prior to the time of the post, they were. For example, I considered a post from March
25, 2025 that depicted former President Barack Obama as not covered by the statute. See RebelMajority
(@RebelMajority), X (Mar. 25, 2025, 8:30 PM),
https://x.com/RebelMajority/status/1904692517909704933 (last visited June 6, 2025).
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Figure 5 Figure 6%*

o Post

;g,--, GinnyM 28 A ] TRUMP WON - KARI LAKE WON

MAGA

--"“ $ x '.'. = A
“WE ARE »TAKING BACK OUR
COUNTRY' AMERICA: | PROMISE

YOU THAT

64. Third, 1 looked at whether the post was not covered by AB 2655 or AB 2839 since
it was not “materially deceptive content” because it was not “digitally created or modified” such
that it would “falsely appear to a reasonable person to be an authentic record of the content depicted

99 ¢

in the media.” Both statutes exclude from the definition of “materially deceptive content” “audio
or visual media” that “contains only minor modifications that do not significantly change the
perceived contents or meaning of the content.” § 20512(1)(1), (2); § 20012(f)(8)(B).

65. Under this category, I excluded posts that were not digitally created or modified.

For example, the PDID includes a video depicting the swearing-in ceremonies of Presidents

Obama, Trump, and Biden claiming that “Donald Trump appears to be the only President since

23 Available at https://x.com/PatriotXV11/status/1825028006072730109 (last visited June 6, 2025).
24 Available at https://x.com/stockbella/status/1824140556710326696 (last visited June 6, 2025).
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Bush to be Sworn in properly.” This video contains genuine footage of each swearing-in, which I

confirmed by viewing official footage of each and comparing it to the post.?

Because the post was
authentic and because any digital modification did not change the meaning of the content, it would
not be considered “materially deceptive content” under AB 2655 and AB 2839, and thus would not
be covered.

66.  Finally, 1 looked at whether the post was not covered by the statute because it did
not falsely portray a candidate in a manner “reasonably likely to harm the reputation or electoral
prospects of a candidate” or an elected official in a manner “reasonably likely to falsely undermine
confidence in the outcome of one or more election contests,” §20513(a)(2)(A), (C);
§ 20012(b)(1)(A), (C).2°

67.  Under this category, I excluded posts that did not portray the covered individual in
a manner likely to harm his or her reputation or electoral prospects. For example, the PDID included
a post that depicted Donald Trump smiling while looking at his cell phone (see Figure 7 below).
While the image was digitally created, it would not be reasonably likely to harm Trump’s reputation

or electoral prospects, as the image does not show Trump doing something unsavory or harmful to

his reputation.

25 See MJTruthUltra (@MJTruthUltra), X (Now. 10, 2023, 5:42 PM),
https://twitter.com/MJ TruthUItra/status/1723109012604891388 (last visited June 6, 2025).

26 The statutes also cover scenarios in which an elections official is falsely portrayed as doing or saying
something that is “reasonably likely to falsely undermine confidence in the outcome of one or more election
contests” (see § 20513(a)(2)(B); § 20012(b)(1)(B)) and, under AB 2839, in which a voting machine, ballot,
voting site, or other property or equipment related to an election in California is “reasonably likely to falsely
undermine confidence in the outcome of one or more election contests,” (see § 20012(b)(1)(D)). I did not
identify any images or videos in the remaining sample that fell into these additional categories.
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Figure 7%’
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68. When conductingthis analsis, I und that, of th 250 distinct posts that did not
contain any of the above counterspeech methods, 62 did not depict individuals covered by the
statutes. Of the remaining 188 incidents, I found that 149 were otherwise not covered by the statutes
because either (i) they were not materially deceptive in that they would not “falsely appear to a
reasonable person” to be “authentic”; (ii) they were not digitally created or modified; or (iii) they
did not portray a candidate or elected official in a negative light or were unlikely to undermine
confidence in the outcome of an election.?®

69. Taken together, I concluded that out of the 656 distinct posts, 617 (or 94.1%) either
(1) had a counterspeech method (see supra 99 58—59). or (ii) were not covered by the statutes.

b. Analysis Based on User Engagement

70.  Next, I conducted the same analysis using the number of views or likes that each

27 Available at https://x.com/IranLionness/status/1824095778144428067 (last visited June 6, 2025).

28 Specifically, I found that 93 out of the 188 incidents that did not contain a counterspeech method and did
not depict an individual covered by the statute were not covered by the statute because they would not
“falsely appear to a reasonable person” to be “authentic.” Of the remaining 95 posts, 26 were not covered
by the statutes because they were not digitally created or modified such that they would appear to be
authentic records. Of the remaining 69 posts, 30 were not covered by the statutes because they did not portray
a candidate or elected official in a negative light or otherwise undermine an election.
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post in the database had. The purpose of this analysis was to measure the efficacy of counterspeech
and the censorship regime under AB 2655 and AB 2839 in terms of the reach of each post based
on user engagement.

71.  To conduct this analysis, [ used the number of “views” as a metric for posts on X or
other platforms (e.g., YouTube) that had a visible view count. For posts on platforms with no visible
view count but a visible “like” count (e.g., Instagram or Facebook), I used the number of “likes”
the post received as of the time of my analysis as a metric. For posts on platforms with no visible
“view” or “like” count (e.g., news articles), [ used the number “1” as a stand-in for the view or like
count. For this analysis, in addition to filtering out any duplicate links, I also excluded posts that
were removed or made private since the “view” or “like” count was not ascertainable for such posts.
For this analysis, I analyzed 588 posts, which had a total of 371,965,097 views and likes.

72. Under this analysis, I found that that posts totaling 371,828,617 views or likes (or
99.9%) either (i) had at least one form of counterspeech method disclosing the content as a
deepfake, Al-generated, or otherwise manipulated through the post itself, Community Notes or
other platform-specific fact-checking feature, Grok ‘“explain this post” feature”, and/or user
comments or (ii) were not covered by the statutes since they did not depict an individual covered
by the statute, were not materially deceptive since no reasonable person would believe the content
was authentic, were not digitally created or modified, and/or did not portray a candidate or elected
official in a negative light or were unlikely to undermine confidence in the outcome of an election.

73. Put another way, almost every engagement with the videos and images in the PDID
was with a video or image that was either identified through counterspeech as being a deepfake,
Al-generated, or otherwise manipulated, or was not covered by the statutes at all.

c¢.  Analysis of Incidents Reported in the PDID from Plaintiffs’ Platforms

74.  Next, I conducted the same analysis on incidents reported in the PDID that appear
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on the platforms of Plaintiffs in this case, X Corp. and Rumble.

75.  As to incidents that appear as posts on the X platform, after filtering out duplicate
links, I identified 488 distinct incidents regarding content posted on X. Based on the PDID as of
April 24, 2025, none of the incidents reported in the PDID were from Rumble.?

76.  When I conducted this analysis on the 488 distinct X posts in the PDID, I found that
324 out of the 488 distinct X posts, or approximately 66.4%, had one or more of the
counterspeech methods detailed above (see supra § 58). This is an indication that counterspeech is
working well on the X platform, and that a large majority of the political deepfakes on the platform
are being flagged as such.

77.  Next, I looked at how many of the remaining 164 distinct X posts included in the
PDID were not covered by AB 2655 and AB 2839. I found that 40 out of the 164 distinct X posts
that did not have one of the above-mentioned counterspeech methods were not covered by the
statutes since they did not portray an individual covered by the statute (i.e., a candidate for U.S.
President, U.S. Vice President, or California voter-nominated office; an elections official; a
California elected official; or property or equipment related to an election in California).

78. Of the remaining sample of 124 distinct X posts, I found that 112 posts were
otherwise not covered by the statute, since either (i) they were not materially deceptive since no
reasonable person would believe the content depicted was authentic; (ii) they were not digitally
created or modified; or (iii) they did not portray a candidate or elected official in a negative light

or were likely to undermine confidence in the outcome of an election.*

2 There was one incident regarding a post on X that referenced content from Rumble. See MJTruthUltra
(@MJTruthUltra), X (Nov. 10, 2023, 5:42 PM),
https://twitter.com/MJ TruthUltra/status/1723109012604891388 (last visited June 6, 2025). However, this
post would be excluded as not covered by the statute since it is not “digitally created or modified.” See supra
q65.

3% Specifically, I found that 81 out of the 124 distinct X posts that did not contain a counterspeech method
and did not depict an individual covered by the statute were not covered by the statute because they would
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79.  Taken together, I concluded that 476 out of the 488 distinct X posts, or
approximately 97.5%, either (i) had a counterspeech method or (ii) were not covered by the
statutes.

80. Next, I conducted the “user engagement” analysis described above on the distinct X
posts in the PDID that had not been removed from the platform or made private. For this analysis,
Ianalyzed 441 posts, which had a total of 348,133,258 views and likes. Under this analysis, I found
that posts totaling 347,998,923 views or likes (or 99.9%) either (i) had at least one form of
counterspeech method disclosing the content as a deepfake, Al-generated, or otherwise
manipulated through the post itself, Community Notes, Grok “explain this post” feature”, and/or
user comments or (ii) were not covered by the statutes since they did not depict an individual
covered by the statute, were not materially deceptive since no reasonable person would believe the
content was authentic, were not digitally created or modified, and/or did not portray a candidate or
elected official in a negative light or were unlikely to undermine confidence in the outcome of an
election.

81. Attached as Exhibit 2 is a spreadsheet showing my analysis of each of the photos
and videos in the PDID.

82. Given these results, I conclude that, the very database of political deepfakes cited
by Dr. Alvarez as proof of the supposed problem posed by political deepfakes, in fact demonstrates
that political deepfakes do not pose a substantial problem warranting the censorship frameworks
proposed by California’s AB 2655 and AB 2839. Rather, the PDID demonstrates that

counterspeech measures are already effective in addressing and identifying political deepfakes and

not “falsely appear to a reasonable person” to be “authentic.” Of the remaining 43 posts, 8 were not covered
by the statutes because they were not digitally created or modified such that they would appear to be
authentic records. Of the remaining 35 posts, 23 were not covered by the statutes because they did not portray
a candidate or elected official in a negative light or otherwise undermine an election.
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that AB 2655 and AB 2839 will be less effective than existing counterspeech measures for dealing

with the problems raised by political deepfakes.

83. Based on the foregoing analyses, my conclusions are summarized as follows:

a.

Counterspeech methods, including tools such as X’s Community Notes and Al-
powered tools like Grok, are highly effective in identifying and mitigating the
spread of political deepfakes and misinformation. These community-driven and
scalable solutions provide transparency, timely corrections, and enhanced public
trust. In contrast, censorship regimes, such as those established under AB 2655
and AB 2839, are less effective, risk amplifying misinformation via phenomena
such as the “Streisand Effect,” and undermine the robust public dialogue
necessary to combat misinformation.

Dr. Alvarez provides insufficient empirical support for his claims regarding the
substantial negative impacts, “stickiness,” and resistance to correction of
political deepfakes. His assertions largely rely on speculation, irrelevant
citations, and incomplete or misleading interpretations of the available research
and the three studies he makes reference to that specifically address deepfakes
conclude that deepfakes are no more deceptive or influential as other forms of
media. While I criticize Alvarez for extrapolating from a research literature not
directly relevant to deepfakes, I also note that the available evidence, including
studies Alvarez himself references, suggests the influence of misinformation are
broadly minimal and supports the effectiveness and scalability of counterspeech
measures over censorship.

The Political Deepfakes Incidents Database (PDID), cited by Dr. Alvarez as

evidence of a purportedly substantial threat from political deepfakes, actually

DECLARATION OF JOHN W. AYERS 38



10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

demonstrates the opposite. My detailed analysis shows that the overwhelming
majority of political deepfakes are already effectively identified and addressed
through existing counterspeech methods, or they fall outside the scope of AB
2655 and AB 2839 altogether. Consequently, the PDID does not substantiate the
necessity or effectiveness of the censorship and labeling approaches proposed
by these California statutes.
84. In my professional opinion, counterspeech strategies that are currently in place offer
a superior, evidence-based method for addressing political misinformation and deepfakes on social

media platforms, and AB 2655 and AB 2839 are neither empirically justified nor necessary.

I declare under penalty of perjury of the laws of the United States of America that the

foregoing is true and correct.

Executed on this 6th day of June, 2025 in Chula Vista, California.

John W. Ayers
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